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ABSTRACT 
In this paper we present AuraLamp, a lava lamp augmented 
with an eye contact sensor and speech recognition 
capabilities. The lamp listens to simple voice commands 
such as “On” or “Off”, but only when the user looks at the 
lamp.  It demonstrates how we may coordinate 
communications between a user and many ubiquitous 
appliances by sensing when the user pays attention to a 
particular device. Rather than competing for the user’s 
attention, devices enter a turn taking process similar to that 
used in human group conversation. When the user is 
speaking to the lamp, the speech recognition lexicon is 
automatically limited to the vocabulary of the lamp, thus 
increasing recognition accuracy. 
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INTRODUCTION 
With the advent of ubiquitous computers, we have seen a 
considerable increase in the number of digital appliances at 
the disposal of each user. However, most ubiquitous 
appliances are still designed to act in isolation, as if they 
were the user’s only computer. Each appliance may notify 
the user of incoming communications or computer activity 
independently, without any consideration for the user’s 
engagement with other devices. Devices now relay volumes 
of email, instant messages, phone calls and appointment 
notifications, producing an intricate web of annoying 
‘attention grabbers’ within which a user can easily become 
entangled.  We believe that by coordinating 
communications on the basis of user activity, or more 
generally, user attention, devices may engage in more 
polite and respectful interactions with users – in ways that 
do not fragment their limited attention [ 8].   
More and more frequently, users are also engaged in 
remote interactions with their digital appliances. Many 
ubiquitous appliances are either worn, or embedded in  
everyday objects without a significant visual or manual 
computer interface. As the accuracy of speech recognition 
interfaces increases, we believe users will come to rely 
more on voice commands in their interactions with such 
appliances. However, without specific naming conventions, 

speech recognition engines cannot determine which device, 
among many, the user is speaking to.  

In this paper, we discuss the design of ubiquitous speech 
recognition appliances that use the eye gaze of the user to 
determine when to communicate. By augmenting 
ubiquitous devices with “eye contact” sensors that 
determine when the user looks at them, appliances obtain 
knowledge about the current engagement of a user with the 
device. Such information not only aids in the use of deictic 
references in speech interfaces, it also provides a significant 
source of information for determining when devices should 
avoid communications with their user [ 8]. We focus our 
discussion on a prototype light fixture called AuraLamp, a 
light fixture that listens to voice commands only when the 
user looks at it. 

Visual Attention and Human Group Communication 
We were in part motivated by work performed in the area 
of social psychology towards understanding the regulation 
of human multiparty communication. In human group 
conversation, attention is inherently a limited resource. 
Humans can only listen to, and absorb the message of one 
person at a time [ 1]. In group conversations, humans have 
resolved this conflict by allowing only one person to speak 
at any given time. By using nonverbal cues that convey 
attention, we achieve a remarkably efficient process of 
speaker exchange, or turn taking [ 1]. Turn taking provides 
a powerful metaphor for the regulation of communication 
with ubiquitous devices. According to Short et al. [ 9], as 
many as eight cues may be used to indicate an upcoming 
exchange of turns: completion of a grammatical clause; a 
socio-centric expression such as ‘you know’; a drawl on the 
final syllable; a shift in pitch at the end of the clause; a drop 
in loudness; termination of gestures; relaxation of body 
position and the resumption of eye contact with a listener. 
In group conversations, only one of these cues indicates to 
whom the speaker may be yielding the floor: eye contact 
[ 12]. Eye contact indicates with about 82% percent 
accuracy whether a person is being spoken or listened to in 
four-person conversations [ 12]. When a speaker falls silent, 
and looks at a listener, this is perceived as an invitation to 
take the floor. According to a recent study, 49% of the 
reason why someone speaks may be explained by the 
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amount of eye contact made with an interlocutor [ 10]. 
Humans use eye contact in the turn taking process for two 
reasons: 
1) Eye fixations provide the most reliable indication of 

the target of a person’s attention, including their 
conversational attention [ 12]. 

2) Eye contact is a nonverbal visual signal, one that can 
be used to negotiate turns without interrupting the 
verbal auditory channel. 

In many cases, the eye gaze of the user, as an extra channel 
of input, provides an ideal candidate for ubiquitous devices 
to sense when their user is paying attention to them, or to 
another device or person. By tracking whether a user 
ignores or accepts requests for attention, interruptions by 
ubiquitous appliances can be made more subtle and 
sociable. As demonstrated by Maglio et al. in a Wizard of 
Oz experiment, when users interact with devices using a 
speech interface, they do indeed tend to look at the device 
at which the command is directed [ 4].  This principle is 
known as Look-to-Talk [ 6], and it allows for devices to 
deduce when to listen to the user.  

AuraLamp 
AuraLamp (Figure 1) illustrates an attentive gaze and 
speech enabled appliance, or EyePliance [ 7].  It is a lava 
lamp augmented with an eye contact sensor and speech 
recognition capability.  By looking at the lamp, a person 
indicates attention to the device, thereby activating its 
speech engine. When the user does not look, its speech 
engine deactivates and does not listen to the user. This 
avoids problems of multiple appliances listening at the 
same time, removing ambiguity in user speech command 
interpretation. Since only one appliance is the active 
listener, users can use deictic references when referring to 
the device. Having only one of several appliances be the 
active listener allows the use of a single centralized speech 
recognition engine, as it greatly reduces the speech 
processing load for the total set of appliances. AuraLamp 
responds only to the two actions it is capable of – turning 
on and turning off. By switching the active speech 
recognition lexicon on the server to that of the EyePliance 
currently in focus, the accuracy of speech recognition is 
increased, while at the same time presenting the user with a 
small reusable vocabulary. AuraLamp is a model for how 
we may use visual attention with speech to interact with 
any household appliance. Each speech command in the 
lexicon is associated with an X10 home automation 
command. A serial interface routes these commands from 
the speech processing server to the electricity grid [ 13]. 
Over standard electrical wiring, the commands reach a 
simple controller unit capable of turning the appliance on or 
off. The X10 interface makes it easy to extend our 
interaction model to any appliance in the household. 

 

 

 
 

Figure 1. AuraLamp light fixture with embedded eye 
contact sensor. 

Sensing Eye Contact 
AuraLamp senses the user’s looking behavior through an 
embedded eye contact sensor mounted on top of the device. 
Eye contact sensors are cheap eye tracking input devices 
especially designed for the purpose of implementing Look-
To-Talk with ubiquitous appliances. Unlike traditional eye 
trackers, their only requirement is to detect the user looking 
straight at the device. We designed a sensor that can be 
built for less than $500, consisting of a camera that finds 
pupils within its field of view using a simple computer 
vision algorithm [ 11] (see Figure 2). A set of infrared LEDs 
is mounted around the camera lens. When flashed, these 
produce a bright pupil reflection (red eye effect) in eyes 
within range. Another set of LEDs is mounted off-axis. 
Flashing these produces a similar image, with black pupils. 
By syncing the LEDs with the camera clock, a bright and 
dark pupil effect is produced in alternate fields of each 
video frame. A simple algorithm finds any eyes in front of 
the camera by subtracting the even and odd fields of each 
frame [ 5]. The LEDs also produce a reflection from the 
surface of the eyes. These appear near the center of the 
detected pupils when the onlooker is looking at the camera, 
allowing the detection of eye contact without any 
calibration. Eye contact sensors obtain information about 
the number and location of pupils, and whether these pupils 
are looking at the device. When mounted on a ubiquitous 
device, the current prototypes can sense eye contact at up to 
a distance of 2 meters. 
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Figure 2. Standalone eye contact sensor with camera lens 

and on-axis and off-axis illumination circuitry. 

By mounting multiple eye contact sensors on a single 
ubiquitous device, and by networking all eye contact 
sensors in a room, eye fixations can be tracked with great 
accuracy throughout the user’s environment. When there 
are many people in the room, the number of devices 
actively listening is bounded by the number of people 
looking at devices.  However, if a person looks at the  
device while another person is speaking, AuraLamp may 
incorrectly process the speech. By adding increased sensing 
capabilities to the room to determine who is looking, for 
example iris detection, proximity sensing, directional 
microphones and RFID tags, AuraLamp may be able to 
more accurately establish who is speaking, allowing it to 
determine whether it is the intended target of the spoken 
commands.  

Our current prototype eye contact sensor is  
light and small enough to be attached to any household 
appliance (see Figure 1). In AuraLamp, the eye contact 
sensor is positioned on top of the light fixture, and has a 
visual range of approximately 40 degrees. Sensor data is 
sent over a TCP/IP connection to a system that 
synchronizes communications between a user and all 
EyePliances. This system, called EyeReason, also 
processes all speech from the user, interpreting it according 
to the lexicon of the currently attended device.   

EyeReason 
The EyeReason system coordinates communications among 
many EyePliances and the user by keeping track of user 
activity with each device. It operates as a centralized server 
that EyePliance clients such as AuraLamp may connect to. 
Devices report to the server whether a user is working with 
them by tracking manual interactions and eye contact. 
When the EyeReason system determines a device is in the 
focus of user attention, it raises the priority of 
communications between that device and the user. 
Typically, EyeReason allows the device with the highest 
priority to take the floor. When a speech recognition 
EyePliance such as AuraLamp takes the floor, EyeReason 
turns on its speech engine and switches the lexicon to that 
of the focus device. Figure 3 shows the EyeReason 
architecture. For each user, EyeReason maintains a list of 
connected devices.  

 

 
Figure 3. EyeReason architecture. 

 
When a user interacts with a particular device for a 
prolonged period of time, the server determines that it is the 
focus device. Requests from competing devices to deliver 
information may be suppressed by the server, or routed to 
the focus device depending on the content of that 
information. In the case of incoming email, the server 
determines the priority of the message using a Bayesian 
model, similar to that employed by Horvitz in the Priorities 
System [ 2]. In the case of speech interaction, devices need 
to be in the focus of user attention before the system allows 
the user and device to converse. By opening and closing 
communication channels on the basis of Bayesian statistics 
of user-device interaction, EyeReason acts as a gatekeeper 
determining which device is allowed to take the floor. 
EyeReason thus provides a facility to coordinate 
communications among EyePliances by modeling user 
attention for devices and their communications.  With 
AuraLamp, the EyeReason architecture simplifies the 
process of augmenting a standard appliance with gaze and 
speech capability.  By embedding an eye contact sensor in 
an appliance and specifying an appropriate XML speech 
grammar, a device instantly becomes an EyePliance.  If the 
appliance receives eye contact, a wireless headset processes 
speech commands using the XML lexicon specified in 
EyeReason to perform tasks which can either be processed 
through an X10 device, or directly interfaced into the 
appliance. If neither is possible, EyeReason still recognizes 
that a user is engaged with the device.     

Gaze Activated Speech Lexicons 
Because speech commands are processed through a 
centralized server, new forms of attentive interactivity are 
permitted without increasing the complexity of each 
appliance. With the Look-to-Talk paradigm as a 
foundation,  EyeReason acts as more than just a gatekeeper 
for interactions with ubiquitous appliances. It integrates a 
speech recognition system that dynamically activates the 
control context of the device as the user shifts focus.  The 
gaze actuated speech recognition encapsulated in 
EyeReason eliminates contextual ambiguity when 
interacting with a device via a voice channel. Since 
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EyeReason allocates voice control only to the EyePliances 
currently in focus, it allows duplicate voice grammar 
definitions across devices. EyeReason uses the Microsoft 
Speech API 5.1 SDK to implement these context-sensitive 
grammars through XML-based lexicons. Processing speech 
by AuraLamp through EyeReason involves two steps. First, 
the AuraLamp device driver detects activity information 
representing the attention of the user by polling the 
associated eye contact sensor over a TCP/IP connection. 
When a sufficient level of eye contact is detected, the driver 
loads the EyePliance’s context specific grammar. When an 
EyePliance driver activates its grammar, EyeReason 
automatically deactivates grammars for EyePliances not in 
the focus of user attention. 
OTHER EYEPLIANCE PROTOTYPES 
We have developed a number of other EyePliance 
prototypes that form part of the EyeReason architecture. 
Apart from Look-To-Talk interfaces, these include 
appliances that use eye contact sensing in novel ways to 
streamline interactions with the user with a minimum of 
interruptive requests for attention. The Attentive TV uses 
an eye contact sensor to determine whether someone is 
watching it [ 7].  If nobody is watching, the TV pauses its 
feed. When the viewer returns, the program resumes. This 
concept can generalize to other devices that are fitted to use 
visual cues of attention to perform meaningful actions. 
EyeProxy [ 3] is an attentive desk-phone that consists of a 
pair of actuated eyeballs augmented with an eye contact 
sensor. The proxy acts as a surrogate for a remote person’s 
eyes.  It demonstrates how a device like a phone may 
request attention from its user by simulating eye contact, 
rather than by producing a disruptive auditory notification. 
When a remote person wishes to engage in a phone 
conversation with the user, EyeProxy conveys that person’s 
interest by orienting its eyeballs towards the user’s eyes. 
The user can pick up the phone by producing a prolonged 
fixation at the EyeProxy. If the user does not wish to 
answer the call, he simply looks away. 

We are currently in the process of evaluating the principle 
of turn-taking EyePliances. Initial results are encouraging, 
suggesting that the use of eye contact sensing to regulate 
communications with ubiquitous appliances may in fact 
improve the efficiency of verbal interactions. 

CONCLUSIONS 
We presented AuraLamp, an attentive gaze and speech 
enabled appliance, or EyePliance.  AuraLamp is a lava 
lamp augmented with an eye contact sensor and speech 
recognition capability. The lamp listens to simple voice 
commands such as “On” or “Off”, but only when the user 
focuses his attention on the lamp. AuraLamp demonstrates 
how ubiquitous speech-enabled appliances may enter into a  
turn taking process with the user, allowing the use of 

deictic references to refer to any appliance. Focusing the 
active speech grammar to that of the currently active 
EyePliance increases speech recognition accuracy, while at 
the same time presenting the user with a small reusable 
vocabulary. 
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